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Abstract

Denoising and score estimation have long been known to be linked via the classical
Tweedie’s formula. In this work, we first extend the latter to a wider range of
distributions often called “energy models” and denoted elliptical distributions in
this work. Next, we examine an alternative view: we consider the denoising
posterior P (XjY ) as the optimizer of the energy score (a scoring rule) and derive
a fundamental identity that connects the (path-) derivative of a (possibly) non-
Euclidean energy score to the score of the noisy marginal. This identity can be
seen as an analog of Tweedie’s identity for the energy score, and allows for several
interesting applications; for example, score estimation, noise distribution parameter
estimation, as well as using energy score models in the context of “traditional”
diffusion model samplers with a wider array of noising distributions.

1 Introduction

In this work, we examine scoring rules in the denoising context, where the goal is to estimate the
clean data X given noisy observations Y = X + , with the noise coming from a distribution q: qg.
More concretely — and somewhat coincidentally — we connect two pairs of previously-unrelated
homonyms: both energy and score have double meanings. Namely, we show that the Stein score of
an energy model—referred to in this work as an elliptical distribution to avoid confusion—can be
connected to the gradient of the energy score (a scoring rule).

In a nutshell, one can “learn the distribution” by minimizing (or maximizing, depending on conven-
tion) a strictly proper scoring rule. Strict propriety means that the optimum is achieved only when the
predictive distribution matches the ground-truth distribution. The challenge is thus to design scoring
rules that are strictly proper. On the other hand, denoising (and consequently diffusion models) learn
the original distribution by essentially learning how to separate the noise from the original data in the
noised data for any sample of the latter, which implies knowledge of the data distribution. It is the
goal of this work to shed some light on possible connections between these two seemingly disparate
approaches.

The main contributions of this work are:
» We extend Tweedie’s identity beyond the exponential family to a broad class of noising
distributions (energy models / elliptical distributions).

» We derive a fundamental identity connecting the Stein score of the noisy marginal to the
(path-) derivative of the energy score.

» We propose a practical score estimation method based on this identity, using samples from
the denoising posterior.
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» We introduce a generative modeling procedure that uses energy-score-based posterior models
within classical diffusion-style sampling with a wide range of noising distributions; among
other things, this enables a principled way of doing heavy-tailed diffusion.

The overall organization is as follows: Section 2 provides an introduction and the mathematical
background to both approaches, Section 3 then establishes a Tweedie formula-like result for a general
class of elliptical distributions (i.e., energy models). With this, Section 4 then presents a result that
connects denoising to scoring rules, which is the main result of the work. This is followed by the
implications and possible extensions of the results in Section 5 and experiments in Section 6. The
work concludes with a summary of related work and a discussion in Sections 7 and 8.

2 Background

2.1 Denoising, Tweedie’s Formula, and Score Matching
We denote the clean data as X  p and a noise corruption independent of X as q , where we will
be focusing on g that come from a location-equivariant family.

Let the noisy databe Y = X + , with X; ;Y 2 R". The noise-corrupted marginal is then:
z

my) = (p Q) = pEIAly x)dx; 1)

where denotes the convolution operation (the equality is valid for g within the location family).

The Stein score of the corrupted marginal is then defined as:
sm(y) = rylogm(y): )

A well-known result for s, is Fisher’s formula [6; 20]. In our case, we will be plugging-in y — the
"noisy" ambient variable — instead of the parameter ; that is, switching from the Fisher to the Stein
score. The result for a location family distribution q is:

z

Sm(y) = s logay® X)iyo=y pCXjY =Yy)dx; ®3)

or equivalently:
sm(Y) = Exp(jy=y [rylogay X)]: (4)

Eq. 4 can be seen as a "generalized Tweedie" formula. Setting q(yjx) = N (x; ), we arrive at the
“standard” Tweedie’s formula [10; 29]:

EIXJY =yl =y+ sm(y) ®)

The derivation and more details can be found in App. A.1.

2.2 Scoring Rules and the Energy Score

Scoring rules were introduced as a measure for the evaluation of probabilistic forecasts: thus, they
take in the predictive distribution and the value (taken to be from the ground truth distribution) that
materializes, outputting a single value — the score.

We focus on the Energy Score introduced in Gneiting and Raftery [11], while adopting a negative
sign before the scoring rule in order to match the usual objective minimization convention in Machine
Learning: h i h

ES (P;y)=Evp kY vyk, 1LE

|
! kY Y%, ; (6)

vy o
where 2 (0; 2], P is the predictive distribution, and y a sample from the true distribution.

In this convention, a scoring rule (the energy score in this case) is said to be proper if

Eyqo [ES (Piy)]  Eyq [ES (QiY))



It is said to be strictly proper if we have the equality above iff P Q — the expected energy score
is minimized uniquely by the ground truth distribution.

ES: (Piy)=Eyp kY yk 3E . kY Y% @

As far as we can tell, all existing work has taken  to be a scalar. Conversely, we will be focusing on
the Mahalanobis distance (for some 0):

q

d:(xy)=k< yk: = (x y)» 1 (x vy 8)

and the -th power of the corresponding normk k 1 .

The corresponding (negative) scoring rule is:
h i h [

ES +, (Py) = Evp kY yk, 3E kY Y% , 9)

y;y o'

We prove in App. A.1.1 that this is indeed a proper scoring rule for 2 (0; 2] (strictly proper for
2 (0;2)).

3 Tweedie-like Formula for General Elliptical Noise

We start this section by further specifying the family of g we will be considering from now on:

Definition 3.1 (Elliptical distribution)
We define the noising distribution q(u) to be Elliptical if the log-density is proportional to a potential
V that is a function of a Mahalanobis distance:

q(u) Zexp[ V (kuk 1+ )J; (10)

for some 0,V :[0; 1) ¥ R differentiable.

In machine learning, this distributional form is a version of what is commonly known as an Energy
Model [25], with the potential in this case being a central potential (w.r.t. the Mahalanobis distance).

We then get for the score of the noising kernel:

Voky Xk 1)

1 .
o XK v x: @

ryloggy X)= ryw(ky Xk )=

We will be plugging this into Eq. 4, and adopting the “path derivative” notation from Variational
Inference literature [30]: let rPP denote a "fixed-measure" gradient - taking the gradient of the
function, but not the measure, exactly as the operation is performed in Eq. 3:

z

r° Expy [FO:X)] = ) ryof (Y% X)iyooy POGY = y) dx; (12)

Another terminology (stemming from the implementation) is the stop-gradient (sg) operation applied
to the distribution; namely:

l’;DEXP(jy) [(F(y; X)] = Exp(y [ryfly;sa(X)];

In addition to the assumptions stated in Def. 3.1, assume that Ex p (jy =y) rywky Xk i) <
1 for all y in the domain, where P (jY ) is the posterior wrt. the data distribution. Then, using the
linearity of r7’P , we can pull the path derivative outside the expectation and obtain the following
Tweedie-like ?ormula for the score when noising with an elliptical distribution:

Proposition 3.2 (Tweedie-like formula for elliptical noise)

For elliptical noise distributions the *““generalized” Tweedie’s formula 4 becomes:

sm()= ry® E[V(ky Xk :)jY=y] (13)




A short proof can be found in App. A.2. In words, the score at y coincides with the negative path
gradient (w.r.t. y) of the expected (w.r.t. the posterior) potential centered around the same y.

In the case of the Exponential Family of distributions:

pXi )=h(x)exp “T(x) A() ;
Efron [10] has derived related Tweedie’s formulas for the first two moments. For the first moment:
E[ ix] = rx logp(x)  ryh(x);
R
where p(xX) = p(xj )g( ) d isthe marginal .

We would like to note that an Elliptical distribution is not necessarily an Exponential family distribu-
tion; this result thus extends the known Tweedie identities above [10; 17] to a wider distributional
family. Some examples follow below.

3.1 Examples

Univariate & Multivariate Gaussian The (univariate) Gaussian is a member of all three of the
location, exponential, and elliptical families; with V (r) = r?=(2 ?2) for the latter.

Applying Eq. 13, we recover the “classic” Tweedie formula:

o Y2 2y

. 1 .
sm(y) = r;)D E y 52 272E[XJY :)’]"'ﬁE[XZJY =vy]

Hence: )
E[XjY =y] v,
5 :

Sm(y) =

For the Multivariate Gaussian, we have V (r) = %krk2 . (which inspired denoting the Mahalanobis
distance with  * in the definition of an elliptical distribution).

Hence:
sm)= rj°E ky Xk, jY=y =

1, . . 1 .
ry? Sy ty Y TEIXY =yl +SEXT XY =y

Thus, we again arrive at the “classic” Tweedie’s formula:
sm(y) = (EIXjY =yl )

For the Gaussian distribution, the score is thus just rescaled and (possibly) rotated “residual” between
the noisy and expected clean values. The score field sy, (y) thus points towards the posterior mean
(in 1 geometry) — mean-seeking behavior.

Multivariate Laplace By this, we mean q(u) /Z exp(  krk 1 ). This is an elliptical distribution,
but not an exponential one since for r = (y  x) and x unknown, the dependence on the “parameter”
X is not linear. We have V (r) = krk . . Then:

Ly X)

Sm(y) = Erj°ky Xk. Y=y = Eky <Ko Y=Y

In contrast to the Gaussian, we now have median-seeking behavior in 1 geometry.
Namely, the score field sy, (y) will point to the geometric median, which is defined as

argmin, Elky Xk 1 jY =y]. Furthermore, M is the unit vector in the ' geome-

try, hence the score as an average only considers the directions, not the magnitudes, making it more
“robust” [21].



Generalized Gaussian  We use the following parameterization:
q(u) 7 exp —kuk , (14)

for ; > 0, which relates to the more common parameterization with the scale parameter  (cf.
[42]) via = ( = )¥ . This is again a Location (for u = (y  x)) and Elliptical family, but
not necessarily an exponential one in the denoising setting with x unknown, unless = 2 and the
standard Gaussian is recovered.

We have: n .
[
sm)= rPE —ky Xk, jY=y =E ky Xk% ' (y X)jY=y;
hence:
Lemma 3.3
The score of the Generalized Gaussian distﬁibution is given by: i

Sm(y) = PEky XkA (y X)jY =y (15)

Since the term inside the expectation scales like (y X) 1 , we effectively have multiple regimes: for

< 1, the score is heavily weighted by nearby (local) posterior samples X; for = 1 (aka Laplace)
we essentially have a constant, which tracks with the “directions only” interpretation above. For
1< < 2,the more further out (outlier) X are emphasized in the score field at y, but sub-linearly;
at = 2 (Gaussian) this becomes linear — the ordinary residual —and at > 2, super-linear. We
will be focusing on Generalized Gaussian noise in the following section.

4 The Energy Score in the Denoising Context: the Energy-Score identity

Pick 2 (0; 2] and examine the gradient of the non-EucIicﬂ]ean energy score (Eq. 9):
i
riPES :. (Piy) = L Evyp kY yki (Y y) (16)

We are interested in what the Energy Score tells us in the denoising context: i.e., adopt P to be the
denoising posterior P = P (XjY =y) and examine the gradient above when the latter is supplied
with a noisy sample y. Note that we can WLOG rename the random variable in the expectation in the
Energy Score: Y ¥ X, and obtain after comparison with Lemma 3.3:

Theorem 4.1 (The Energy- Score identity)

For data noised with Generalized Gaussian noise (Eq. 14) with parameters ( ; ; ), we obtain the
following identity linking the Stein Score of the noisy marginal to the (path-derivative) gradient of
the (potentially Non-Euclidean) Energy Score:

sm()= —ry°ES ., PXjY=y)y; (17)

where y is a data sample noised with g.

In other words, the Stein score of the noisy data corresponds to the gradient of a parameter-matched
Energy Score with respect to the true posterior.

A note on propriety: identity 17 is algebraic and does not depend on propriety of the energy score.
If one were, however, to plug in an estimator P (XjY ) trained via the energy score on the RHS in
order to estimate the score on the LHS, then the latter would have needed to be trained via a strictly
proper energy score in order to match the true posterior. Note that the parameters of the energy score

; on the RHS do not have to coincide with the parameters of the objective on which the estimator
P (XjY) was trained; the latter need not be trained on a scoring rule at all. What needs to match,
however, is the parameters of the noise on the LHS and the energy score on the RHS. More details on
propriety can be found in App. A.1.1.

Also note that this relation admits a finite sample estimator of the score when P (XjY ) only gives
you samples from denoising posterior (cf. Sec. 5.2).



Corollary 4.2 (Basic Tweedie’s Formula is a Consequence)
Inthe Gaussiancase: =1, = ,and =2, Eq.17 reduces to the Tweedie formula:

EIXJY =yl=y+ sm(y): (18)

In other words, for “ordinary’” Multivariate Gaussian noise, the corresponding Energy Score is the
“ordinary” MSE and the relation is the “ordinary” Tweedie formula.

In this case, plugging in an estimator trained with a merely proper ( = 2) energy score suffices; one
example is the score-matching denoising diffusion model.

Corollary 4.3 (Ordinary Energy Score Gradient Scales with the Noise Magnitude)

For the “ordinary” Energy Score: = , =1d,and =1, we have

sm(y)= ryP ESP(XjY =y)y: (19)

Thus, the gradient of the “ordinary”” Energy Score at the posterior predictive is directly proportional to
the score of the data noised with isotropic Laplace noise, with the noise level being the proportionality
constant.

5 Consequences

5.1 Connection between the Noise Geometry and the Energy Score loss

As indicated by Theorem 4.1, there is a correspondence between each noising distribution parameter-
izedby ; ; andan Energy Score with the same parameters whose gradient matches the score of
the data noised by the former.

One perspective is to notice that the Mahalanobis distance k k 1 can be associated to the (position-
independent) Riemannian inner product hu; vi = u" * v. We thus get for the Riemannian gradient
grad . T(X) = ryf(x):

Then, by Eq. 15 the noisy scorﬁ is proportional to the Riemannian gradient of some potential/energy:
i

sm@=  'Eky Xk% (y X)jY=y = Tgrad. ")
where we can solve for ” (y) and obtain:
"y)=TEky Xk . jY =y)
i.e., the “mean -energy” associated with the posterior (w.r.t. Y ) of the generalized Gaussian elliptical

distribution (i.e., “energy model”) — cf. Eq. 14 — in the geometry induced by
Some more theoretical discussion can be found in App. A.3.1.

5.2 Score estimation

Interpreting Theorem 4.1 directly, one can get a noisy score estimate at any noising distribution
parameter from the gradient of the matched energy score by plugging in a trained posterior estimator
P (jY).

More concretely, having access to samples from a posterior model X® P (X jY =), the noisy
score Monte-Carlo approximation is:

1 X

Ny xX0kh @y x0) (20)
i=

B (y) = !

1

This can be used in a generalization of the denoising diffusion generative approach and is discussed
in Sec. 5.4.1.

Here, we wish to focus solely on the clean score estimation aspect. First, we note that Thm. 4.1 holds
for any choice of parameters ( ; ; ). Next, note that:

Vkuk ; )=V (k 2 uk,);



i.e. the Mahalanobis metric reduces to the Euclidean one in whitened coordinates.

Now, denote = 2  aswe need a scalar parameter to take the limit. For the Generalized Gaussian
distribution, we have:
g 7 exp  —k g7 uk, ; (21)
and, consequently, 8( ; ; ):
1 =
Sm ()= — = rF° Eppvy K 02 (X Y)kol: (22)

Hence, as long as p 2 C!, we have:

. 1 =
lim—— r{° Elk o= (X Y)ko]=rylogp(y): (23)

That is, we have a clean data score estimator in the limit.

This can be approximated via Monte-Carlo samples from a trained posterior X0 . ( jy):

b (V) = o 1 X 1o X () : 24
M= —r 0 y i (24)
k=1

(or equivalently using Eq. 20 if one does not wish to use automatic differentiation).

Finally, the limit in models can be approximated by either (or both) (i) letting the estimator P . take
as a parameter, and (ii) using numeric techniques such as Richardson extrapolation [27]* — namely,
for two small ; & :
8.0 18,(y)

8RE (Y) = 2 2 + O( 4)
2 1
5.2.1 Estimation of unknown ; ; and Calibration

Equation 17 also allows us to use the mismatch between the two sides to learn the parameters of the
noising distribution (within the generalized Gaussian sub-family) in case they are unknown:
h 5l
(b;b; D)y 2 argmin Eymgy  SGn(y) + —FPES 1+ P (jy)y Lo @

wheres G, is another score estimator that does not require knowledge of the noise parameters, for
example the original score-matching estimator in Hyvérinen [15] or sliced score matching in Song
etal. [37].2

Potential use cases of such learning of the noise distribution include:

» Denoiser adaptation: Adapting to test-time noise distribution shifts for a trained denoiser
P (XjY).WithY being the new test-time noised variable with unknown parameters, one
can dial in the parameter values by iteratively minimizing the discrepancy (Eg. 25) and
either (i) updating (i.e., fine-tuning) the denoiser or (ii) using a model that accepts ; ; as
parameters.

» On-the-fly calibration: In settings where the new ; ; are known, one produce new
score estimates using the RHS of Eq. 17 using a P that has been fine-tuned on the new
noisy samples or accepts ; ; as parameters. If fast and approximate calibration is
required, one could also forego the posterior model adaptation.

* Calibration of posterior P (XjY ): the discrepancy in Eq. 25 reveals the misspecification
in either the posterior P (XjY ) or the noise family.

"Note: this works because q is in the Location family.
2Na’[urally, any other choice of a distance metric would work here, as well.



In contrast, in the unknown noise parameter setting, Kim et al. [17] propose using a penalty such as
the total variation (TV) on the proposed (i.e., reconstructed) clean images. Compared to our proposed
approach of matching the score under two different estimators (one of which — the Energy-Score
one — exposes the parameters), such approach is much less principled: it depends on assumptions
about the data distribution and its bias varies depending on the specific data. Furthermore, it is
fundamentally based on a proxy (e.g., correctly denoised data should have minimal variation in
some metric), while score field calibration is a fundamental measure on the likelihood. Finally, their
approach is based on the “basic” Tweedie formula and thus restricted to the Gaussian case.

Relatedly, Stein’s unbiased risk estimate (SURE) [39] provides an unbiased estimate of the MSE risk
E[kF(Y) XKk3]foradenoiser f under additive Gaussian noise with known variance , and is mainly
used for hyperparameter selection and comparing denoisers without clean targets. Thus, SURE is a
device for risk evaluation/selection under additive Gaussian noise, whereas the Energy—Score identity
is a device for score construction under the wider generalized Gaussian family from a posterior
estimator P (XjVY).

5.3 Denoising

Denoising can be seen as both a problem setting, as well as a generative modeling approach [24].
In this subsection, we first focus on the denoising problem as such, with the generative modeling
following in Sec. 5.4.1.

In this case, the posterior P (X j Y =) can be considered a distributional denoiser with P (X j
Y = y) denoting its estimator. An example of score-based denoising is Kim and Ye [16], who
have focused on using the standard Tweedie formula in the denoising context, using Denoising
Autoencoders [41] to extract the score. The vast majority of denoising work limits the noise to the
isotropic Gaussian N (0; 21).

An interesting perspective is to consider ideal denoisers in light of our results. As noted in Milanfar
and Delbracio [24], if f(y; ) denotes the denoising functional for noise level parameters 2, then
the ideal denoiser will be a gradient of some scalar function (the “energy” or potential):

f7(y; )=rE(y; )

which is equivalent to requiring that its Jacobian be symmetric in the isotropic Gaussian case. Thus,
the denoiser itself defines a conservative vector field. We will be focusing on MSE-optimal denoisers
in the following discussion.

In the isotropic Gaussian case, this is readily apparent from the “basic” Tweedie formula:
f7(y; %) = EXjY=y] = y+ *rylogm(y)

implies for the Jacobian:
rf’(y; %) =1+ 2rflogm(y);

which is obviously symmetric.
Moving to the anisotropic Gaussiancase — = ( =2; =1; )— we still have Eq. 5:

f7y; ) = y+ rylogm(y):
By Sec. 5.1, this can be seen as the Riemannian gradient in the geometry induced by

f’(y; ) = grad : Lkyk*, +logm(y) : (26)
| {z }

E

Where E is the potential function mentioned above for this case. The Jacobian of such ideal denoiser:
rf’(y) =1+ r2logm(y)
is not necessarily symmetric (as it depends on , i.e. the anisotropy). However, we have:
(rf’(y)y” t = P rfig); (@7)

30One can consider to be a vector in this case.




i.e, it is self-adjoint inthe 1 geometry, or equivalently, it is symmetric in whitened coordinates.

This represents a generalization of the criterion for ideal denoisers to anisotropic Gaussian noise —
self-adjointness.

A common alternative MAP-optimal denoiser fyap (y; ) can be obtained from the proximal
operator [4; 24]:
1
proxg (y) =argmin(ikx yk®. +R(X));
X

where R(X) is a prior on the clean data x. If this prior comes from an anisotropic Gaussian, it can be
shown that the potential implied by the prox solution matches the potential in Equation 26.

Finally, still in the anisotropic Gaussian case, we have by Tweedie:

) y= sm():
However, by Thm. 4.1, we also have:

7)) y= El’yPDES 12 (PXJY =y)y): (28)

Thus, the potential E that generates the conservative field is defined either by the log-marginal
log m(y) (as previously shown in Eq. 26) or the corresponding energy score as denoted by Eq. 28:

grad » kyk?, +logm(y) = f’(y) = grad . 3Zkyk*, LES 1, P(XjY =y)y ;

(29)
with the caveat that in the latter case, we need to take the path derivative r{? D (Eq. 12).

5.4 Generative Modeling

5.4.1 Energy score diffusion

One can use Thm. 4.1 to sample from p(x) by using a time-parameterized model P (X j Y;t) (we
can denote this as “inverse engression” by analogy to [34; 35]), by:

1) Choosing a schedule t @ ( ; ¢; ¢);t 2 [0;1]. This will be passed to the model as
conditioning information, symbolized by the time-step t.

2) Training with a (preferrably strictly) proper scoring rule, for example, with the matched
non-Euclidean Energy score:
h i
min Euniroy  Exp Eypr ES 1, P (it x (30)

wherey =X+ ¢; ¢« 4, ,: ,:

3) Generating by using samples X® P ( j yx; t) to perform annealed Langevin sampling
(as in “ordinary” diffusion models) using the Monte-Carlo score estimate (Eq. 20):

B, (Vi) = %rSDEs to POIyetd: v (31)
k
1 1X\I DL otk 2 i
wonog e X0k T o xO:
ty

i=1

Note that it is not strictly necessary that the estimator P ( jY;t) was trained under ES Lo for each

randomly chosen t — as a matter of fact, any strictly proper scoring rule would suffice.* However,
it must have been trained over the range of ( ¢; ; t) (&s conditioning variables) it is expected
to see at sampling time. Despite this, matching the energy score to the schedule at training might
prove useful since it — by design — emphasizes the exact properties of the noising at that step; as a

40r any other form of distributional matching.



concrete example: for 1, the energy score will encourage robustness to extreme values, which
are likely to come up at that step due to the noising distribution. Adapting the scoring rule to the
problem at hand has been discussed in [11; 22]; we leave further theoretic examination in this setting
for future work.

We are able to change the noising distribution on-the-fly as the identity in Thm. 4.1 holds for any
parameter choice.® Note, however, that for the cases other than isotropic Gaussian, we can no longer
claim this procedure to be a reverse-SDE, as is the case in “ordinary diffusion” [38].

This work thus expands diffusion-style models to non-Gaussian, non-isotropic noise and beyond
denoising score matching, as the Stein score is obtained from the energy score via Thm. 4.1; it
simplifies to the usual reverse-SDE/ODE used in score-based diffusion for  =2; = 21 asour
general identity (Eq. 17) simplifies to the Tweedie identity in that case.

This use of the Energy Score for diffusion-like generative modeling has been explored in Reverse
Markov Learning [35]; in contrast to the procedure above, the authors do not run a score-based
generation procedure; RML uses ancestral sampling: it conditions on a single, sampled preceding
noisy instance (yx in our notation), then uses the “inverse engression” network to draw samples from
that conditional. De Bortoli et al. [9], on the other hand, employ a DDIM-style approach using the
learned full posterior p(Xo j Xt).

Our proposed approach, which stems from a Tweedie-like identity Eq. 17, thus rounds out the
picture by providing a score-matching perspective analogous to Song and Ermon [36]. In contrast
to the above, we use an analytic identity to cast the procedure as the “ordinary diffusion” reverse-
SDE (when isotropic Gaussian) / score-based sampling, albeit with a much wider array of noising
distributions permitted by our energy score identity (Eq. 17). Thus, we use multiple samples to
approximate the score at each step, then use off-the-shelf diffusion-style approaches to generate the
next sample in the chain. Thus, the two works are complementary. Note that when the dimensions of
the intermediate steps coincide with the data distribution dimension, the RML authors likewise use a
single time-conditioned engression network, as suggested above.

5.4.2 Connection to autoencoders

As noted, Kim et al. [17] build on Denoising Autoencoders [41], for which Alain and Bengio [1]
show that the residual between reconstructed and original (“clean”) tends to the clean data score in an
asymptotic sense, that is, for a fixed point x in the clean data space, as the noise  # 0. See Sec. 5.3
for the denoising perspective and DAE connection. Naturally, Denoising Autoencoders connect to
“ordinary” diffusion models via Vincent [40], which in examined in Sec. 5.4.1.

In contrast, for the Distributional Principal Autoencoder (DPA) [33] — which is trained to reconstruct
via the energy score (Eq. 6) while minimizing encoder level-set variability — Leban [18] recently
showed that the score is matched exactly (i.e., not asymptotically) by the level sets of the encoder in
the normal level set directions.

This work mirrors some of the contrast described above, since Thm. 4.1 holds over a considerably
wider noised distributional family (the Generalized Gaussian and accounts for geometry (), and
heavy-tailedness ( ). Moreover, identity in Thm. 4.1 moves beyond the reconstruction residual-score
connection which characterizes DAE (and Tweedie’s formula) to a connection between the score and
the gradient of a loss function - the energy score.

More concretely: as discussed in Sec. 5.3, for the DAE, the optimal denoiser for Y = X + |
N (0; ) is given (pointwise) as

f7(y) = arg nr}in E kF(Y) XKk?, , T (Y)=E[XjY =yl

Thus the reconstruction residual:
r'ey) = f(y) vy
obeys the “ordinary” Tweedie identity:

r’y) = sm(y):

®As long as the model P (X j Y =y;1) can generalize to those parameters.
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On the other hand, for =2; =1, Thm. 4.1 gives:
r'(y) = =2ryPES 1 H,(P(XjY =y)y):

Thus, the relations are linked at = 2; = 1. The connection between the score and the residual
breaks down once & 2or & 1, while the newly-introduced energy score relation holds for an
arbitrary choice of parameters.

6 Experiments

6.1 Energy Diffusion

In this section, we compare Gaussian ( = 1; = 2) and a Generalized Gaussian ( = 1:8; = 1:4)
models trained on the Eight Gaussians data — a mixture of 8 Gaussians with means arranged in a
circle, a common dataset in generative modeling (cf. [23]).

In Figure 1, we see the denoising progress for both. The denoising schedule was chosen to be in
the covariance (only) and isotropic: = 21, with 2 [0;1]. As discussed in Sec. 5.4.1, we
perform annealed Langevin sampling with a maximum of 50 steps per noise level. In both cases, we
use Thm. 4.1 (specifically Eq. 20) directly for the score (i.e. we do not default to the basic Tweedie
formula for the Gaussian case) in conjunction with samples from a single conditional (on t generally,
or ¢ in this case) Engression [34] model.

o =1.000 o = 0.560 o =0.340 g=0.120
4 4 4 4 4
2 2 2 2 & ] W 2
0 0 0 0 ¥ * 0
) -2 -2 -2 b - * -2
-4 -4 -4 -4 -4
-4 =2 0 2 4 -4 =2 0 2 4 -4 =2 0 2 4 -4 =2 0 2 4 -4 -2 0 2 4
(@)
g =1.000 o = 0.560 o =0.340 g=0.120
4 4 4 4 4
2 2 2 & - 2 e % m 2
0 0 0 & 0 & *® 0
-2 -2 » -2 * & -2 # & - -2
-4 -4 -4 -4 -4
-4 =2 0 2 4 -4 =2 0 2 4 -4 =2 0 2 4 -4 =2 0 2 4 -4 =2 0 2 4
(b)
Figure 1: Diffusion progress from = 1:0to 0:0. a): “ordinary” Gaussian. b) Generalized Gaussian
with = 1:4; = 1:8. Last image in each row displays the generated samples in and the data
in blue.

In Figure 2, we display the mean energy distance [11] of the denoising process with 1-standard-
deviation bands.

Finally, in Figure 3, we display the score field obtained from our identity for an early denoising step
(= 0:8) in the generation sequence. We observe that the “ordinary” Gaussian case focuses on
concentrating the data in the ring in the early stage, while the Generalized Gaussian immediately
targets the mixture centers. This ties into our discussion in Sec. 3.1, with the Generalized Gaussian
used here (= 1:4) tending towards the geometric-median regime of the Laplacian ( = 1) as
opposed to the mean-seeking regime of the ordinary Gaussian. In this case, the clusters sit on a ring
and the score in the Gaussian case is proportional to the residual between the point and the mean
over the clean clustered points X: s (y) Z E[X yjY =y]. Thus, for any given noisy y, the
tangential contributions from different clusters mostly cancel out, leaving the score forcing the point
onto the ring. In other words, no matter the location of the noisy y, due to the circular symmetry,
roughly half the clusters will be to the left and half to the right of the direct line from the nearest
point on the ring, leading to cancellation of tangential contributions. For the Generalized Gaussian
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Figure 2: Mean energy distance to clean data during sampling across 10 different random seeds for
a): “ordinary” Gaussian and b) Generalized Gaussian. 1 standard deviation bands are shown in
gray, but are barely visible.

case, this is lessened as the weighting ky Xk 2 down-weights distant clusters and amplifies the
influence of nearby ones, so the closest cluster exhibits a disproportionately greater pull. This also
explains the difference in the energy distance behavior during sampling observed in Fig. 2.

4 4
2 \\u\é/‘//*/f/ 2
.. @\

N \Qw;}\;\ . = N
x 0 y X 0

-4 -4

4 -2 0 2 4 —4 -2 0 2 4
X1 X1
(@ (b)

Figure 3: Score fieldsat = 0:8 for a): “ordinary” Gaussian. b) Generalized Gaussian. Noisy data
in blue, clean data in red, and samples from the current posterior in

Altogether, we observe that the MC approximation to the identity in Thm. 4.1 can be seamlessly
plugged into existing diffusion paradigms (here, NCSN due to Song and Ermon [36]) and allows
generative modeling from denoising posterior models beyond the standard Gaussian distribution of
existing approaches.

6.2 Score Estimation

Staying with the Eight Gaussians dataset, the noised score is available as an analytic expression in the
Gaussian case. This is not the case for the Generalized Gaussian: to obtain a high-quality reference
for evaluation, we therefore construct a numerical “ground truth” using importance sampling from
the clean prior: p (Xjy) Z p(X)q (y X) by reweighting the prior particles with the generalized

Gaussian likelihood wi(y; ) Z exp -y Xx)=
Fig. 4 presents the MSE and the cosine similarity between the analytic and the score field obtained
from samples of the same model as in Sec. 6.1 via our identity. While the MSE increases as

becomes smaller, this is due to the numeric issues in estimating the magnitude, not direction, as
evidenced by the cosine similarity.
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Figure 4: Numeric results for (noisy) score estimation for the Eight Gaussians dataset over 10 random
seeds. a): Gaussian, b) Generalized Gaussian. Left: Score MSE, right: Mean cosine similarity.

Fig. 5 presents the approximate clean score field obtained via the Richardson extrapolation (Sec. 5.2)
and the ground truth (or importance-sampled) one. We would like to note that we reused the models
from the diffusion section (Sec. 6.1) here and were not specifically targeting the small-noise regime,
so the comparison is mostly qualitative.

7 Related work

Classical work on Tweedie-type identities and empirical Bayes goes back to Robbins [29] and
refinements such as Efron [10], which relate posterior means under additive Gaussian noise to
derivatives of the marginal log-likelihood. These identities underpin a large body of shrinkage and
denoising methods and are closely connected to Fisher’s identity [6]. Stein’s unbiased risk estimate
(SURE) [39] provides an unbiased estimate of the mean-squared-error (MSE) risk of a denoiser under
additive Gaussian noise and is widely used for hyperparameter selection and model comparison in
denoising pipelines. Our Tweedie-like formula for elliptical noise extends these identities beyond
both the exponential family and the Gaussian case, while keeping the denoising setting and the score
of the noisy marginal at the center of the analysis.

Score matching [15] and its scalable variants such as sliced score matching [37] provide a general
framework for learning unnormalized models, and form the basis of modern score-based generative
modeling [38]. Self-supervised denoising methods such as Noise2Score [16] and noise-distribution—
adaptive denoising [17] explicitly exploit Tweedie’s formula to estimate scores from noisy data.
Related ideas also appear in diffusion-based approaches to inverse problems and imaging, for
example diffusion posterior sampling and its refinements [2; 7; 14], as surveyed by Daras et al. [8].
In contrast to these works, which primarily use Tweedie’s formula in the Gaussian setting to express
posterior means or denoisers in terms of scores, our contribution is an exact identity that connects the
Stein score of a generalized Gaussian (i.e., elliptical) noise model to the gradient of an energy score.

The energy score originates in the literature on proper scoring rules for probabilistic forecasting [11]
and is closely related to the energy distance and kernel methods [12; 28; 32]. More recently, energy
scores have been used as learning objectives in distributional regression and autoencoder-like models:
Engression and Reverse Markov Learning leverage energy-score-style losses for distributional
regression, autoencoders, and multi-step generative modeling [33—35]. Our Energy-Score identity
differs from these in that it is an algebraic relation: for generalized Gaussian noise, the Stein score of
the noisy marginal coincides with the path derivative of a parameter-matched (possibly non-Euclidean)
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Figure 5: Clean data score fields for the Eight Gaussians dataset. a): Gaussian, b) Generalized
Gaussian noise. Left: Ground truth field (or importance-sampled one), right: the field obtained via
Richardson extrapolation.

energy score. This ties the scoring-rule literature directly to denoising and diffusion without requiring
the predictive model to be trained with an energy-score objective.

Finally, several concurrent works also explore links between denoising, scores, and geometry. Guth
et al. [13] propose dual score matching to learn a normalized energy U (y;t) for the Gaussian-
smoothed density p(y j t), recovering denoising score matching [40] for the spatial score and adding
a time-score term to enforce consistent normalization across noise levels. Ohayon et al. [26] introduce
the Information—Estimation Metric (IEM), a data-dependent distance obtained by comparing score
(or denoising-error) vector fields over a range of Gaussian noise levels, yielding a metric that reduces
to Mahalanobis distance in the Gaussian case and adapts to the data geometry otherwise. Liang
[19] study distributional denoising and propose universal denoisers that modify the Tweedie Bayes
estimator to improve distributional recovery from noisy observations.

Béthune et al. [5] derive conformal Riemannian metrics from pretrained energy-based models—using
the energy or (inverse) density—to compute geodesics in data space. This bears some connection
to Section 5.1; however, we keep the Mahalanobis metric associated to the noise and show that the
relevant noise potential is the posterior “mean -energy” in that geometry.

While all the above works build either on Tweedie- or information—estimation—type identities, they
focus on normalized energy models, learned distances, and distributional denoisers. By contrast, we
assume an energy model only for the noise, make no structural assumption on the data distribution,
derive a Tweedie-like identity for general elliptical noise, and then establish an Energy—Score identity
that links the Stein score of the noisy marginal to the gradient of an appropriately parameterized
energy score.

14



8 Discussion

In this work, we have expanded the well-known Tweedie formula for a wider family of noising
distributions, which we denote as the Elliptical family. After introducing some examples, we focus
on the Generalized Gaussian sub-family of the Elliptical family.

Next, we introduce the Mahalanobis-distance energy score and consider the denoising problem with
the noise coming from the Generalized Gaussian family. In this setting, we derive a novel relation
(Theorem 4.1) that links the path-derivative of the Energy score evaluated at the posterior to the
score of the noisy data distribution, which can be seen as a new Tweedie-style identity for the energy
score. As should be expected, the identity reduces to the “basic” Tweedie’s formula when the noising
distribution is Gaussian.

This fundamental identity opens many possibilities for applications. First, it allows for an entirely new
approach to score estimation from samples of a generative model. Next, when paired with another
score estimator, such as the original score-matching estimator due to Hyvérinen [15], it allows for a
principled way of estimating the parameters of the noising distribution.

In the context of denoising, it shows that the optimal denoiser can be associated with a conservative
field defined by the energy score. Furthermore, this also allows for off-the-shelf diffusion-style
generative modeling using energy-score models, while allowing for the noising distribution to be
non-Gaussian, anisotropic, or heavy-tailed. These applications also indicate that the new identity
could be used to construct entirely new approaches for solving inverse problems [8], where many
methods make direct use of the score (e.g., DPS [7]).
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A Appendix

A.1 Proofs of Section 2

Proof of the Generalized Tweedie formula

The Fisher identity is given in Cappézet al. [6] as:
r (%= r logf(x ) . OIO(X: % (dx); (32)
with f(X; ) being an unnormalized density, LZ( ) the normalization constant:
LO) = f(x ) (dx);

‘() the log-likelihood:
‘()=logL();
and p(x; ) =f(x; )=L( ):
As Eq. 32 is an analytic identity, we can perform the following symbolic substitution: ¥ y; 0 1 y0

Without restricting ourselves to location family noise, we can use a general noising kernel k(yjx). In
our notation, we have the following:

f(xy) ; Ky ] X)p() = pxy (X);

L(y) = Kk(yjx)p(x)dx=my(y);

and
PCX;y) = K(y J x) p(x) =my (y) = pxjy=y (X):

Plugging this into the Fisher identity 32, we have:

7 #
. k(y%j x) p(x
niOY= ry logkopo+logpoy <O IAR ax
610) oy oD
PXjy=y ©)
Switching y and y®around and noting Iy “ (y%) = sm (y), we thus have:
sm(Y) = Expxiv=yy [ Fylogk(yjX)]: (33)

For the location family, we have:
k(yiX) =aly X);
thus we recover Eq. 4:

Sm(Y) = Expxjy=y) rsD logaly X) : (34)

To recover the “classic” Tweedie’s formula, we plug in a multivariate Gaussian:

k(yjx) =aq(y x) 7 exp %(y X Ty x;

we obtain:
1 >
Sm(Y) = Expjy=y) r;° E(y XY '@y X) = Expxivey Yy X)
= ' E[XjY =V] Ly
hence:

EIXJY =yl=y+ sm(y):
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A.1.1 Proof that the Mahalanobis distance leads to a proper scoring rule

We assume  to be a symmetric positive definite (PD) matrix 0,s0 ! existsand is symmetric
PD. This is an extension of non-zero covariance to the Generalized Gaussian case. We wish to show
that the -th power of the Mahalanobis distance

q
d (Xi;Xj):kXi Xjk 1 = (Xi Xj)> 1 (Xi Xj)

is a conditionally negative definite (CND) kernel. Then, following Theorem 4. in Gneiting and
Raftery [11], the corresponding scoring rule (Eq. 9) is proper.

A real-valued function g on is said to be a conditionally negative definite (CND) kernel if it is (i)
symmetric in its arguments and (ii)

XX
aagg(xi;x) 0
i=1 j=1
for all positive integers n, all X1;:::;X,,and all a;:::;a, 2 R that sum to O (this is the “condition-

ally” part).
To show symmetry, we can simply write:

gx;xi)=kx; xik . = h 20 x) T2 x) z =

= = - = = - = = . 2
h 272 x; 2 x50 2 2 x; 2 xi+h 2 xS =kk oxk o, =g(Xiix)

= 2 case: For the second requirement, let’s begin with the = 2 case:

XX X X _ ~ _ ) ~
ag g(x;x)= a a k ¥ xk® 20 2 x; P2 xi+k T2 xk® =
i=1 j=1 =1 j=1
oo . . X 2
q; 8 k 1=2 Xj k2 +k 1=2 X; k2 2 a; g Xj> 1 Xi 0
1=l =1 j=1
I {z o {z }
A B
For the terms in A, we notice that:
X X X
agx ‘xi=  ax x a =0;
iij i i
| {z-}
=0
and vice-versa for the x; norm term.
Thus, we are left with the term in B:
X X _ ~ ) X X
2 & ah Py Yxi=, 2( ax) '( ax) 0
=1 j=1 i=1 =1

Since ! is PD, the above quadratic form is positive and the expression is 0 after multiplication
by -2.

O

General case — 2 (0;2]: First of all, we note that the Mahalanobis norm is not a CND kernel
for >2:
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We can limit ourselves to the Euclidean metric and show this with a counter-example. let a =

[1;1; 2],s0 ;& =0andx =x;y;m(=*3-).
x3 3
ag 9(X;xi) =2 azazkx yk +ajaskx mk +arazky mk
i=1 j=1

?

=2 kx yk 2kx mk 2ky mk 0
- kx yk 2kx mk +2ky mk

. kx yk  4(Gky mk)

. kx yk 22 (ky mk)

.1 22, 2

As the Euclidean is a special case of the Mahalanobis, the failure of the Euclidean implies that the
Mahalanobis metric is not an CND kernel for > 2. O

Now, we tackle the general case for 2 (0; 2]:

For this, we reproduce a classical result due to Schoenberg [31], using a more modern reference
found in Berg [3].

We will be using the concept of a Bernstein function, which is a C* function whose derivative is
completely monotone. Such functions ” admit the Levy-Khinchin representation (Def. 5.1 in [3]):
z 1
() = a+bt+ 1 e (ds);

0

forsome a;b 0 and a positive measure on (0; 1.).
Further, note that > (t) =t isBernstein8 2 (0; 1) (Example on p. 16 in [3]).

Next, we claim that the composition of a Bernstein function and a CND kernel is a CND kernel.

To see this , use the Levy-Khinchin representation. Denote for the CND kernel g(x;;g;) = gij. By
the Levy-Khinchin representation:
X X A __
gi = aa g =b aag + ajag 1 exp® i (ds):  (35)
i i 0 i

Next, we use Schoenberg’s theorem (Thm. 2.2 in [3]):
A function g is CND , exp( sg) is positive definite for all s > 0.

So, denoting exp *9 i as the PD kernel Ks(xi; X; ), we have for the terms in Eq. 35:

P X X
b ;aa=b & &g Osinceb>0andgisCND.
|z} | 4z
=0 =0
p X 2
* &g 1 Ks(xi;x) = a ij aigj Ks(Xi;X;) 0:
| —{z—)}
=0

Integration of the uniformly (8s) negative term above with the positive measure is thus negative.

Finally, we will prove that the Mahalanobis norm is a CND kernel for 2 (0; 2], and thus the
corresponding energy score is a proper scoring rule by taking advantage of the composition rule:

Let = =22 (0;1), and denote k = (ky) ,and
ko(x;y) = kLx LykZ =kx yk?; ;
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where we are using the Cholesky decomposition * =L~ L.

Using Schoenberg’s theorem (see above) again, k» is CND as the corresponding factor e <2 2 % s
the well-known PD Gaussian kernel for z = Lx.

Thuswe have kx yj ;, =k =1t Kk is CND by the composition rule for 2 (0;2]. Then,
following Theorem 4. in Gneiting and Raftery [11], the corresponding scoring rule (Eq. 9) is proper.

O

For strict propriety, we reference Theorem 5 in Gneiting and Raftery [11]. It requires the scoring rule
to be expressible as:

S(P;y)=Evp [ kY yki] 2Eyyop [ kY YX3]
for some continuous on [0; 1) and  °completely monotone and not constant.
As above, we have

M=t ko

for = =2, which is continuous on (0; 1.). For the derivative, we have:
0, )= —t2 1.
0 =5t2";

which is constant for = 2.

Hence the Mahalanobis energy score is, much like the ordinary energy score, strictly proper for
2 (0; 2).

O

A.2 Proofs of Section 3

Proof of Proposition 3.2
By the generalized Tweedie identity (Eq. 4),

sm(y) =E[rylogaly X)jY =yl:
For elliptical q(u) / expf V (kuk : )g we have, fory & X Eq. 11:

Voky Xk 1)

1 .
ky XK 1 v X

ryloggly X) = ryWky Xk )=

Under the integrability assumption stated in Def. 3.1, we may interchange expectation and differenti-
ation, which leads to:
sm(y) = E[ryV(ky Xk 1)jY=yl= rPEN(y Xk 1)jY =yl

using the definition of the fixed-measure gradient ry® (Eq. 12).

A.3 Proofs of Section 5

A.3.1 Further geometric details for Section 5.1

In light of the discussion in App. A.1.1, we can use Theorem 2.9 in Berg [3]: iff the potential
V is a Bernstein function, then the central potential V (y) = V(kx yk : ) is a conditionally
negative definite kernel (the Mahalanobis norm is handled by the same composition argument as in
the proof A.1.1).
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